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DEAR READER,

Welcome to the handbook on ‘Machine Learning for Phi-
losophers’. This handbook was written for the launch of the 
Beneficial Artificial Intelligence Society (BAIS), based at The 
University of Edinburgh. This society was founded to bring 
together a range of disciplines to discuss the implications 
of AI for our society. To inform our discussions we wrote two 
handbooks on Computer Science and Philosophy. 

The handbook you are reading right now was written to ex-
plain technical jargon. ‘Ethics for Computer Scientists’ is 
meant to complement this handbook and was written for ev-
eryone who is not schooled in classical philosophy. These 
handbooks are meant to give you a brief overview of the cur-
rent day debate of AI, to help you kickstart thinking about all 
the implications it could possibly have for our future.

BAIS 2



THE DISTINCTION BETWEEN ARTIFICIAL INTELLIGENCE (AI) 
& MACHINE LEARNING (ML)
The terms AI and ML are often used interchangeably but there 
exists an important distinction: Machine Learning is a specif-
ic approach to tackle the Artificial Intelligence problem, i.e. 
how to make machines exhibit behaviour that humans would 
call intelligent. Starting in the 1950s along with Alan Tur-
ing’s seminal paper ‘Computing Machinery and Intelligence’, 
computer scientists began thinking about the AI problem. 
In following years, Symbolic AI, Machine Learning, and Cy-
bernetics were methods used in an attempt to tackle the AI 
problem. Out of these methods, ML has so far been the most 
successful in developing lucrative commercial solutions. 

1

1.1 WHY ARE ML ALGORITHMS SO EFFECTIVE?

An algorithm is defined as a set of steps determined by the 
programmer that the machine must follow in order to solve 
a particular problem. The programmer specifies what input 
should be given to the algorithm and  output or an indication 
of failure is generated. A ML algorithm is different from this, 
however, in that it does not follow explicit steps but instead 
is given an objective that it uses to learn to optimally solve 
problems, without direct supervision. This is what we call 
“training” an algorithm. Once training is complete, the algo-
rithm is tested in new unseen circumstances to evaluate how 
well they can generalize. The types of problems we are solv-
ing determines whether the algorithm should be an instance 
of Supervised Learning (we train the algorithm on inputs and 
output examples), Unsupervised Learning (we train the al-
gorithm on just input examples) or Reinforcement Learning 
(we train the algorithm to learn through trial and error what 
actions to take in an environment).
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In the supervised setting, we begin with a dataset containing 
observations and labels.  The observations (often denoted 
as x) and the labels (often denoted as y) are fed to the algo-
rithm so that it can recognize the pattern that describes the 
relationship between xs and ys. After training, the algorithm, 
otherwise known as the model, uses the pattern to predict 
the label of a new unseen datapoint. For example, if we show 
the model 100 housing observations (i.e. floor space size, 
number of bedrooms, etc.) and their price, the algorithm can 
recognize a pattern that will be useful in predicting the price 
of new, unseen houses. Depending on whether the label we 
are trying to predict is a continuous value or a class it will be 
an instance of regression or classification, respectively. The 
price of a house for instance is a continuous value, such as 
£226,071, making the problem a regression problem. In con-
trast, a classification problem would discriminate between 
different classes, such as a yes or no label if the house is 
predicted to return a net positive on investment over a 5 
year period. It is important to note that a continuous value 
will always be numerical whereas a classification does not 
necessarily have to be, e.g. can be “yes/no”, 1/0, “dog/cat/
bird”, etc.

On the other hand, in the unsupervised setting we begin with 
a dataset without any labels. In this case we are not interested 
in predicting a quantity as we were in the supervised setting, 
but rather want to understand the structure of the patterns in 
the dataset. The most common method is called clustering. 
This is when the algorithm analyzes the data in order to find 
hidden groups determined by the similarities between data 
points. For example, if we take the same handwritten digits 
dataset from the classification problem, the algorithm would 
not be able to tell you a 0 in an example is a 0, but rath-
er would group the zero-looking examples together and the 
9-looking examples together into data clusters.

SUPERVISED VS UNSUPERVISED VS REINFORCEMENT LEARNING2
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In the Reinforcement Learning (RL) setting there is no dataset 
to begin with, but instead the data is gathered through sim-
ulations. In this case the algorithm, which is typically called 
an ‘agent’, is not learning a specific pattern, as it did in the 
cases of supervised and unsupervised learning, but is rather 
learning a policy. The policy is what determines which ac-
tions to take given the circumstances and is learned through 
a reward-based system. This reward system, which is typical-
ly determined by the programmer, allocates a reward to the 
actions performed by the agent given the circumstances. The 
goal of the agent is to learn a policy that maximizes the sum 
of rewards over time.  For example, an agent can learn to 
play the game of pong, an Atari video game that simulates 
a game of table tennis, through RL. Here the agent is one 
of the paddles, the observations are the pixels of the game 
as well as the score, and the decisions to make are whether 
to go up or down. The agent receives a reward of +1 when 
it scores, a reward of -1 when its opponent scores and a 0 
otherwise. Through the accumulation of these rewards, the 
agent learns the optimal policy to maximize its score. 

3 HOW DOES THIS RELATE TO OPTIMIZATION?

It is important to highlight exactly how machine learning 
tackles the aforementioned problems. This is where optimi-
zation theory comes in, a large area in the field of applied 
mathematics. Optimization mainly concerns itself with two 
processes: a) modelling a problem as a mathematical func-
tion, called the objective function, and b) solving it, meaning 
finding the parameters that minimize or maximize the func-
tion, with an algorithm specifically designed for the type of 
problem in question. 
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This is where the concept of convexity shows up. The idea is 
simple: if a problem is convex, there is one possible optimal 
value, if it is non-convex  it may have many of them and it is 
the job of the algorithm to arrive at the closest possible solu-
tion to the best. Convex problems give certain guarantees 
about the optimality of the problem and allows researchers to 
directly analyse the efficiency of the algorithms (ie. how fast 
it finds the solution). With non-convex problems it becomes 
almost intractable, as it is not possible to show whether the 
algorithm has ‘converged’ to the best solution, although this 
is not needed to achieve really good results. ML methods 
in general can be applied to both convex and non-convex 
problems. It has been shown to be a better option than most 
other non-ML algorithms for many non-convex problems. 
Non-convex problems tend to better address real-world data 
and NNs are especially good at that.

4 WHAT IS A NEURAL NETWORK (NN)? 

Neural networks are a machine learning technique that have 
achieved great success in the field. A good explanation is 
given by Lex Fridman on Joe Rogan Experience #1188 - Lex 
Fridman (47:47). A neuron is a unit that fires or does not fire 
given an activation threshold that is met, modeled after the 
neurons in our brain. In turn, neural networks are a collec-
tion of interconnected neurons that are optimized to repre-
sent whatever data you feed them, in the form of learned 
parameters called the ‘weights’. They are organized in layers, 
where each layer contains neurons that represent the data at 
a different level of granularity. For example, if you trained a 
neural network on a dataset of dogs and cats, at the first few 
layers you can find neurons that respond to edges and simple 
shapes, while in the last few there are neurons that responds 
to ears, whiskers or paws. Neural networks are most often 
used as the backbone of methods in Supervised or Reinforce-
ment Learning.
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A neural network with many hidden layers (i.e. layers that are 
neither the input nor output layers ) is called a deep neural 
network, and that is what ’deep learning’ is all about. As op-
posed to a simple neural network, deep neural networks tend 
to take a lot longer to train and require a lot of smart design 
choices from the part of the programmer. Depending on the 
hardware used, some can take days or even weeks to train. 
However, deep neural networks tend to provide state-of-the-
art results. Popular algorithms that are seen in the media, 
such as Go, self-driving cars, chatbots or recommender en-
gines, are deep learning methods.

WHY DO WE CALL THIS A BLACK-BOX METHOD?4.1
The reason why a deep learning algorithm is called a black-
box method is because once we see the predictions by the 
model, we cannot look under the hood to determine why it 
made its prediction. This becomes especially concerning in 
the situations where black-box methods make critical deci-
sions, such as recommending medical treatments, approving 
a loan, or identifying threats of national security. There exists 
a tradeoff between classification accuracy and interpretabil-
ity of models (see The Great AI Debate - NIPS2017 - Yann 
LeCun). Model interpretability in Deep Neural Networks is an 
active research field that is working towards solutions to this 
tradeoff. 
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4.2 BIAS, BIAS, BIAS
The impact of unwanted bias in machine learning models 
is a central topic in fields like AI fairness, and it is crucial 
to developing ethical AI. However, the distinction between 
statistical bias and machine bias must be understood. In a 
neural network, statistical bias is a learned parameter that 
helps the output of a neuron to better fit the data. In con-
trast, machine bias are reflections of prejudices coming from 
the way in which the data was generated. Most of us have 
already heard unflattering stories of some algorithm making 
predictions clearly exhibiting some bias due to race, gender 
or sexual orientation.
     
An apparent example can be seen in the Grad-CAM paper, 
(Grad-CAM: Visual Explanations from Deep Networks via 
Gradient-based Localization) when the data fed to the mod-
el contained 78% of male doctors and 93% female nurses. 
When predicting a new image containing a woman with a 
stethoscope and a lab coat, the model predicted nurse. The 
authors then developed a method to trace back the weights 
of the model, effectively confirming “what the network is 
looking at” and confirmed that female attributes were being 
given more weight than the stethoscope and coat, in turn 
biasing the decision. They were then able to de-bias the data 
by assigning larger weights to the stethoscope and coat.

4.3 WHY HAVE WE ONLY HEARD OF NNS SINCE 2013?
The concept of an artificial neuron was first introduced in 
the late 1940s, and only in the mid 1980s was it proved that 
multi-layer networks of neurons could actually learn well. 
However, they required massive amounts of computations 
that were not actually feasible until we had advanced com-
puting hardware such as Graphical Processing Units (GPU). 
GPUs excel at running multiple parallel computations simul-
taneously, which speeds up neural network training tremen-
dously. Another problem was the access to labelled datasets, 
which nowadays are more readily available thanks to crowd-
sourcing platforms and the large amount of data generated 
by Google, Facebook, Alexa, etc.
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5 SO... WHAT DO WE USE ML FOR?

5.1 COMPUTER VISION

Computer Vision uses machine learning algorithms to obtain 
all kinds of information from images or videos. In a sense, it 
tries to automate tasks that the human visual system does. 
Everything from recognizing, identifying or detecting objects 
in a scene to reconstructing 3D scenes, zoom into images 
without it becoming super blurry, or tracking an interest point 
in a video. This technology has potential in many areas such 
as healthcare (identifying tumors from CT scans), automotive 
(self-driving cars), agriculture (identifying diseased crops) 
and many more.

5.2 NATURAL LANGUAGE PROCESSING (NLP)

NLP algorithms aim to understand and process human lan-
guage. They do many tasks like translating between languag-
es, conversing with you (chatbots), analysing chunks of text 
(like summarizing them for example), or speech-to-text and 
text-to-speech recognition. These tend to use a specific form 
of NNs, called Recurrent NNs, that make use of sequential 
data (takes into account the ordering of the data).

5.3 SIMULATING GAMES
Games provide the perfect environment to evaluate the poli-
cies of decision making algorithms, such as RL. Two of the most 
notorious breakthroughs are attributed to DeepMind, which 
first developed a deep RL algorithm called Deep Q Learn-
ing for playing Atari games (pong, space invaders, breakout, 
etc.) which outperformed humans, and subsequently used a 
combination of Deep RL and Tree Search to beat Lee Sedol 
at the game of Go (Alpha Go).
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5.4 CONTEMPORARY ETHICAL AND POLITICAL ISSUES ARISING OUT OF AI
DEVELOPMENT: FOOD FOR THOUGHT

Along with the advent of these technologies, questions have 
begun to emerge concerning the benefits and determinants 
of AI; what it is for and why we should build it. These ques-
tions often mirror perennial ethical, political, and generally 
speaking, philosophical dilemmas. Such dilemmas of this sort 
often take the form of questions like: what makes an indi-
vidual valuable?; what duties do we have to one another, if 
any?; what is a mind?; if a supremely ethical AI system were 
developed and it decided to kill off humanity, should we let 
it?; should we regulate AI development, given such consider-
ations?; and importantly, can we regulate AI?

Although these sorts of considerations are vast and seem-
ingly nebulous in character, philosophers have historically 
attempted to address them at the fundamental, less tech-
nocentric, level. Thus, in our Ethics Handbook, we outline 
some of the most prominent ethical frameworks, questions, 
and proposed resolutions. And more broadly, in this regard, 
we provide some historical context to the reader.

6 LEARNING ABOUT MACHINE LEARNING AND AI

Want to optimize your newly acquired knowledge with some 
math? Maybe read a short story of how an AI managing a 
burger joint manages to take control of all of America’s jobs? 
Or check out how data flows through a Neural Network? 
Head over to our website for a continuously growing bag of 
resources on all things AI. Currently we have:

• Online Courses
• Blogs
• Selected AI/Technology podcasts & Ted talks
• Books
• Random links
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